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INTRODUCTION TO BIG DATA 

Big Data is a term used to describe a collection of data that is huge in size and yet growing exponentially 
with time. In short, such data is so large and complex that none of the traditional data management tools 
are able to store it or process it efficiently. 

Introduction to Bigdata Platform 

Big Data Platform is integrated IT solution for Big Data management which combines several software 
systems, software tools and hardware to provide easy to use tools system to enterprises. 

It is a single one-stop solution for all Big Data needs of an enterprise irrespective of size and data volume. 
Big Data Platform is enterprise class IT solution for developing, deploying and managing Big Data. 

There are several Open source and commercial Big Data Platform in the market with varied features which 
can be used in Big Data environment. 

Features of Big Data Platform 

Here are most important features of any good Big Data Analytics Platform: 

 Big Data platform should be able to accommodate new platforms and tool based on the business 
requirement. Because business needs can change due to new technologies or due to change in 
business process. 

 It should support linear scale-out 

 It should have capability for rapid deployment 

 It should support variety of data format 

 Platform should provide data analysis and reporting tools 

 It should provide real-time data analysis software 

 It should have tools for searching the data through large data sets 

 

Traits of Big Data 

Back in 2001, Gartner analyst Doug Laney listed the 3 ‘V’s of Big Data – Variety, Velocity, and 
Volume. 

1. Volume 
Volume is the amount of data generated that must be understood to make data-based decisions. A text file 
is a few kilobytes, a sound file is a few megabytes while a full-length movie is a few gigabytes. E.g. 
Amazon handles 15 million customers click stream user data per day to recommend products. 

2. Velocity 
Velocity measures how fast data is produced and modified and the speed with which it needs to be 
processed. An increased number of data sources both machine and human generated drive velocity. 



 

 

E.g. 72 hours of video are uploaded to YouTube every minute this is the velocity. 
Extremely high velocity of data is another major big data characteristic. 

3. Variety 
Variety defines data coming from new source both inside and outside of an enterprise It can be 
structured, semi-structured or unstructured. 

Structured data 

It is typically found in tables with columns and rows of data. The intersection of the row and the column 
in a cell has a value and is given a “key,” which it can be referred to in queries. 

Semi-structured data  

Semi-structured data also has an organization, but the table structure is removed so the data can be more 
easily read and manipulated. XML files or an RSS feed for a webpage are examples of semi-structured 
data. 

Unstructured data 

Unstructured data generally has no organizing structure, and Big Data technologies use different ways to 
add structure to this data. Typical example of unstructured data is, a heterogeneous data source containing 
a combination of simple text files, images, videos etc. 

 

Challenges of conventional systems 

Big Data is a broad term for large and complex datasets where traditional data processing applications are 
inadequate. The integration of this huge data sets is quite complex. There are several challenges one can 
face during this integration such as analysis, data curation, capture, sharing, search, visualization, 
information privacy and storage. 

1. Uncertainty of Data Management: Because big data is continuously expanding, there are new 
companies and technologies that are being developed every day. A big challenge for companies is 
to find out which technology works bests for them without the introduction of new risks and 
problems. 

2. The Big Data Talent Gap: While Big Data is a growing field, there are very few experts available 
in this field. This is because Big data is a complex field and people who understand the complexity 
and intricate nature of this field are far few and between. Another major challenge in the field is 
the talent gap that exists in the industry. 

3. Getting data into the big data platform: Data is increasing every single day. This means that 
companies have to tackle a limitless amount of data on a regular basis. The scale and variety of 
data that is available today can overwhelm any data practitioner and that is why it is important to 
make data accessibility simple and convenient for brand managers and owners. 

4. Need for synchronization across data sources: As data sets become more diverse, there is a need 
to incorporate them into an analytical platform. If this is ignored, it can create gaps and lead to 
wrong insights and messages. 



 

 

5. Getting important insights using Big data analytics: It is important that companies gain proper 
insights from big data analytics and it is important that the correct department has access to this 
information. A major challenge in big data analytics is bridging this gap in an effective fashion. 

 

Web Data 

Scraping the Web, if you're a programmer, you know that Web pages are simply visualizations of HTML 
Markup -- in effect every visible Web page is really just a rendering of a big string of text.  And because 
of that, the data you may want out of a Web page can usually be extracted by looking for occurrences of 
certain text immediately preceding and following that data and taking what's in between. 

Code that performs data extraction through this sort of string manipulation is sometimes said to be 
performing Web "scraping."  This term that pays homage to "screen scraping," a similar, though much 
older, technique used to extract data from mainframe terminal screen text.  Web scraping has significant 
relevance to Big Data. 

 

Evolution of Analytic Scalability 

It goes without saying that the world of big data requires new levels of scalability. As the amount of data 
organizations process continues to increase, the same old methods for handling data just won’t work 
anymore. Organizations that don’t update their technologies to provide a higher level of scalability will 
quite simply choke on big data. Luckily, there are multiple technologies available that address different 
aspects of the process of taming big data and making use of it in analytic processes. Some of these 
advances are quite new, and organizations need to keep up with the times. 

A History of Scalability 

Until well into the 1900s, doing analytics was very, very difficult. To do a deep analysis, such as a 
predictive model, it required manually computing all of the statistics. For example, to perform a linear 
regression required manually computing a matrix and inverting the matrix by hand. All of the 
computations required on top of that matrix to get the parameter estimates were also done by hand. 

As the decades have passed, data has moved far beyond the scale that people can handle manually. The 
amount of data has grown at least as fast as the computing power of the machines that process it. It may 
not be necessary to personally break a sweat and get a headache computing thing by hand, but it is still 
very easy to cause computer and storage systems to start steaming as they struggle to process the data fed 
to them. 

 

Analysis vs Reporting 

You may have seen various people use the terms “reporting” and “analysis” as though they were 
interchangeable terms or almost synonyms. While both of these areas of web analytics draw upon the 
same collected web data, reporting and analysis are very different in terms of 
their purpose, tasks, outputs, delivery, and value. 



 

 

Analytics is “the process of exploring data and reports in order to extract meaningful insights, which can 
be used to better understand and improve business performance.” 

Reporting is “the process of organizing data into informational summaries in order to monitor how 
different areas of a business are performing.” 

1. Purpose 

Reporting helps companies monitor their data even before digital technology boomed. Various 
organizations have been dependent on the information it brings to their business, as reporting extracts that 
and makes it easier to understand. 

Analysis interprets data at a deeper level. While reporting can link between cross-channels of data, provide 
comparison, and make understand information easier (think of a dashboard, charts, and graphs, which are 
reporting tools and not analysis reports), analysis interprets this information and provides 
recommendations on actions. 

2. Tasks 

As reporting and analysis have a very fine line dividing them, sometimes it’s easy to confuse tasks that 
have analysis labelled on top of them when all it does is reporting. Hence, ensure that your analytics team 
has a healthy balance doing both. 

Here’s a great differentiator to keep in mind if what you’re doing is reporting or analysis: 

Reporting includes building, configuring, consolidating, organizing, formatting, and summarizing.  It’s 
very similar to the above mentioned like turning data into charts, graphs, and linking data across multiple 
channels. 

Analysis consists of questioning, examining, interpreting, comparing, and confirming. With big data, 
predicting is possible as well. 

3. Outputs 

Reporting and analysis have the push and pull effect from its users through their outputs. Reporting has a 
push approach, as it pushes information to users and outputs come in the forms of canned reports, 
dashboards, and alerts. 

Analysis has a pull approach, where a data analyst draws information to further probe and to answer 
business questions. Outputs from such can be in the form of ad hoc responses and analysis presentations. 
Analysis presentations are comprised of insights, recommended actions, and a forecast of its impact on 
the company—all in a language that’s easy to understand at the level of the user who’ll be reading and 
deciding on it. 

This is important for organizations to realize truly the value of data, such that a standard report is not 
similar to meaningful analytics. 

4. Delivery 

Considering that reporting involves repetitive tasks—often with truckloads of data, automation has been 
a lifesaver, especially now with big data. It’s not surprising that the first thing outsourced are data entry 
services since outsourcing companies are perceived as data reporting experts. 



 

 

Analysis requires a more custom approach, with human minds doing superior reasoning and analytical 
thinking to extract insights, and technical skills to provide efficient steps towards accomplishing a specific 
goal. This is why data analysts and scientists are demanded these days, as organizations depend on them 
to come up with recommendations for leaders or business executives make decisions about their 
businesses. 

5. Value 

This isn’t about identifying which one brings more value, rather understanding that both are indispensable 
when looking at the big picture. It should help businesses grow, expand, move forward, and make more 
profit or increase their value. 

 

Sampling Distributions 

Sampling is a scientific tool for obtaining a representative sample from a target finite population. 
Formally, a sample has the property that every element in the finite population has a known and non‐zero 
probability of being selected. Sampling can be used to construct valid statistical inferences for finite 
population parameters. Survey sampling is an area of statistics that deals with constructing efficient 
sampling designs and corresponding estimators. 

A lot of data drawn and used by academicians, statisticians, researchers, marketers, analysts, etc. are 
actually samples, not populations. A sample is a subset of a population. For example, a medical researcher 
that wanted to compare the average weight of all babies born in North America from 1995 to 2005 to 
those born in South America within the same time period cannot within a reasonable amount of time draw 
the data for the entire population of over a million childbirths that occurred over the ten-year time frame. 
He will instead only use the weight of, say, 100 babies, in each continent to make a conclusion. The weight 
of 200 babies used is the sample and the average weight calculated is the sample mean. 

The number of observations in a population, the number of observations in a sample and the procedure 
used to draw the sample sets determine the variability of a sampling distribution. The standard deviation 
of a sampling distribution is called the standard error. While the mean of a sampling distribution is equal 
to the mean of the population, the standard error depends on the standard deviation of the population, the 
size of the population and the size of the sample. 

 

Re-sampling 

Resampling is the method that consists of drawing repeated samples from the original data samples. The 
method of Resampling is a nonparametric method of statistical inference. In other words, the method of 
resampling does not involve the utilization of the generic distribution tables in order to compute 
approximate p probability values. 

Resampling generates a unique sampling distribution on the basis of the actual data. The method of 
resampling uses experimental methods, rather than analytical methods, to generate the unique sampling 
distribution. The method of resampling yields unbiased estimates as it is based on the unbiased samples 
of all the possible results of the data studied by the researcher. 



 

 

Cross Validation 

Cross validation is a resampling method that can be used to estimate a given statistical methods test 
error or to determine the appropriate amount of flexibility. Model assessment is the process of evaluating 
a model’s performance. Model selection is the process of selecting the appropriate level of flexibility for 
a model. 

Leave-one-out Cross Validation (LOOCV) 

Leave-one-out cross-validation withholds only a single observation for the validation set. This process 
can be repeated n times with each observation being withheld once. This yields n mean squared 
errors which can be averaged together to yield the leave-one-out cross-validation estimate of the test mean 
squared error. 

K-Fold Cross Validation 

K-fold cross validation operates by randomly dividing the set of observations into K groups or folds of 
roughly equal size. Similar to leave-one-out cross validation, each of the K folds is used as the validation 
set while the other K−1 folds are used as the test set to generate K estimates of the test error. The K-fold 
cross validation estimated test error comes from the average of these estimates. 

The Bootstrap 

The bootstrap generates distinct data sets by repeatedly sampling observations from the original data set. 
These generated data sets can be used to estimate variability in lieu of sampling independent data sets 
from the full population. 

 

Statistical Inference 

Statistical inference consists in the use of statistics to draw conclusions about some unknown aspect of a 
population based on a random sample from that population. Statistical inference is important in order to 
analyse data properly. Indeed, proper data analysis is necessary to interpret research results and to draw 
appropriate conclusions. 

 

 



 

 

Prediction Error 

We are all well aware of the predictive analytical capabilities of companies like Netflix, Amazon and 
Google. Netflix predicts the next film you are going watch. Amazon shortens delivery times by predicting 
what you are going to buy next, Google even lets you use their algorithms to build your own prediction 
models. Following the predictive successes of Netflix, Google and Amazon companies in telecom, 
finance, insurance and retail have started to use predictive analytical models and developed the analytical 
capabilities to improve their business. Predictive analytics can be applied to a wide range of business 
questions and has been a key technique in search, advertising and recommendations.  Many of today's 
applications of predictive analytics are in the commercial arena, focusing on predicting customer 
behaviour. 

Predictive analytics has many applications, the above-mentioned examples are just the tip of the iceberg. 
Many of them will add value, but it remains important to stress that the outcome of a prediction model 
will always contain an error. Decision makers need to know how big that error is. To illustrate, in using 
historic data to predict the future you assume that the future will have the same dynamics as the past, an 
assumption which history has proven to be dangerous. The 2008 financial crisis is proven that. Even 
though there is no shortage of data nowadays, there will be factors that influence the phenomenon you’re 
predicting (like churn) that are not included in your data. Also, the data itself will contain errors as 
measurements always include some kind of error. Last but not last, models are always an abstraction of 
reality and can't contain every detail, so something is always left out. All of this will impact the accuracy 
and precision of your predictive model. Decision makers should be aware of these errors and the impact 
it may have on their decisions. 

 

BASIC DATA ANALYSIS AND DATA ANALYTIC METHODS USING R 

Regression modelling 

Regression is a form of machine learning where we try to predict a continuous value based on some 
variables. It is a form of supervised learning where a model is taught using some features from existing 
data. From the existing data the regression model then builds its knowledge base. Based on this knowledge 
base the model can later make predictions for outcomes on new data. 

Regression models are widely used in analytics, in general being among the most easy to understand and 
interpret type of analytics techniques. Regression techniques allow the identification and estimation of 
possible relationships between a pattern or variable of interest, and factors that influence that pattern.  For 
example, a company may be interested in understanding the effectiveness of its marketing strategies. 

Types of Regression 

1. Linear Regression 

It is the simplest form of regression. It is a technique in which the dependent variable is continuous in 
nature. The relationship between the dependent variable and independent variables is assumed to be linear 
in nature. 

2. Logistic Regression 



 

 

In logistic regression, the dependent variable is binary in nature (having two categories). Independent 
variables can be continuous or binary. In multinomial logistic regression, you can have more than two 
categories in your dependent variable. 

3. Polynomial Regression 

A regression equation is a polynomial regression equation if the power of independent variable is more 
than 1. 

4. Stepwise Regression 

This form of regression is used when we deal with multiple independent variables. In this technique, the 
selection of independent variables is done with the help of an automatic process, which involves no human 
intervention. 

5. Ridge Regression 

Ridge Regression is a technique used when the data suffers from multicollinearity (independent variables 
are highly correlated). In multicollinearity, even though the least squares estimate (OLS) are unbiased, 
their variances are large which deviates the observed value far from the true value. 

 

Multivariate analysis 

Multivariate analysis is used to study more complex sets of data than what univariate analysis methods 
can handle. This type of analysis is almost always performed with software (i.e. SPSS or SAS), as working 
with even the smallest of data sets can be overwhelming by hand. 

Multivariate analysis (MVA) is the statistical analysis of many variables at once. Many problems in the 
analysis of life science are multivariate in nature. The analysis of large multivariable data sets is a major 
challenge for life science research. MVA has been made much easier with the development of 
inexpensive, fast computers, and powerful analytical software. 

Techniques for Multivariate analysis: 

Multiple Regression Analysis 

Multiple regression, or multiple linear regression, is the most widely used multivariate technique and is 
often used in forecasting. If you've ever done linear regression in Excel using a scatter plot chart, then you 
understand that Excel adds a line to the chart to predict what will happen based on changes in a single 
independent variable. That is a regression line showing the relationship between the variables. If 
advertising increases, for example, the regression line typically shows that sales increase. 

Logistic Regression Analysis 

Also known as choice models, logistic regression is much the same as multiple regression in that you can 
analyze the relationship of different independent variables. However, it is only used when you are looking 
for a binary outcome, like "yes or no" or "Brand A or Brand B." 

Cluster Analysis 



 

 

Cluster Analysis takes a large amount of data and reduces it to subgroups based on their similarities. It's 
ideal for market segmentation. The more data you have, the better cluster analysis works. 

Factor Analysis 

Sometimes there are too many variables involved in a decision, and it helps to reduce them to a smaller 
group. In this case, you may be able to use factor analysis to make the analysis a bit easier. Factor analysis 
doesn't give you the answers you need because it doesn't use a dependent variable. Still, it can show you 
the underlying structure of your data and the relationships between independent variables, if they exist, 
and prepare your data for another analysis. 

 

Bayesian Modelling 

Bayesian modelling requires three components. The first is data (D) corresponding to measurements that 
are taken from the system of interest. The second component is a generative model (M) which describes 
a stochastic process by which the observed data arises. Finally, an object of inference (𝜃) that we wish to 
learn about is required. This could be a set of unknown parameters that govern the properties of the 
generative model which need to be estimated or predictions of future data under alternate conditions. 

 

Inference and Bayesian networks 

Bayesian networks are a type of probabilistic graphical model that uses Bayesian inference for probability 
computations. Bayesian networks aim to model conditional dependence, and therefore causation, by 
representing conditional dependence by edges in a directed graph. Through these relationships, one can 
efficiently conduct inference on the random variables in the graph through the use of factors. 

Inference 

Inference over a Bayesian network can come in two forms. 

The first is simply evaluating the joint probability of a particular assignment of values for each variable 
(or a subset) in the network. For this, we already have a factorized form of the joint distribution, so we 
simply evaluate that product using the provided conditional probabilities. 

The second, more interesting inference task, is to find P(x|e), or, to find the probability of some assignment 
of a subset of the variables (x) given assignments of other variables. 

 

Support Vector and Kernel Methods 

 

Learning and Generalization 

Let’s consider a human being who has never seen a dog in their entire life (just for the sake of an example). 
Now we will show this human the 10 breeds of dogs and tell them that these are dogs. After this, if we 



 

 

show them the other 2 breeds, will they be able to tell that they are also dogs? Well hopefully they should, 
10 breeds should be enough to understand and identify the unique features of a dog. This concept of 
learning from some data and correctly applying the gained knowledge on other data is 
called generalization. 

Coming back to deep learning, our aim is to make the neural network learn as effectively from the given 
data as possible. If we successfully make the neural network understand that the other 2 
breeds are also dogs, then we have trained a very general neural network and it will perform really well 
in the real world. 

 

Competitive Learning 

Competitive learning is a type of unsupervised learning model used in machine learning and artificial 
intelligence systems. Some of the interesting new formats of machine learning projects are partially based 
on competitive learning include self-organizing component neural networks. That makes this an integral 
idea in the machine learning community. 

In a competitive learning model, there are hierarchical sets of units in the network with inhibitory and 
excitatory connections. The excitatory connections are between individual layers and the inhibitory 
connections are between units in layered clusters. Units in a cluster are either active or inactive. 

 

Principal Component Analysis and Neural Networks 

The main idea of principal component analysis (PCA) is to reduce the dimensionality of a data set 
consisting of many variables correlated with each other, either heavily or lightly, while retaining the 
variation present in the dataset, up to the maximum extent. The same is done by transforming the variables 
to a new set of variables, which are known as the principal components (or simply, the PCs) and are 
orthogonal, ordered such that the retention of variation present in the original variables decreases as we 
move down in the order. So, in this way, the 1st principal component retains maximum variation that was 
present in the original components. The principal components are the eigenvectors of a covariance matrix, 
and hence they are orthogonal. 

Importantly, the dataset on which PCA technique is to be used must be scaled. The results are also 
sensitive to the relative scaling. As a layman, it is a method of summarizing data. Imagine some wine 
bottles on a dining table. Each wine is described by its attributes like colour, strength, age, etc. But 
redundancy will arise because many of them will measure related properties. So what PCA will do in this 
case is summarize each wine in the stock with less characteristics. 

 

Fuzzy Logic 

The term fuzzy mean things which are not very clear or vague. In real life, we may come across a situation 
where we can't decide whether the statement is true or false. At that time, fuzzy logic offers very valuable 
flexibility for reasoning. We can also consider the uncertainties of any situation. Fuzzy logic algorithm 



 

 

helps to solve a problem after considering all available data. Then it takes the best possible decision for 
the given input. 

Fuzzy logic works on the concepts of sets and the output decisions are based on the assumptions. The 
fuzzy set has a range of values of {0,1}. They work based on fuzzy rules namely if-then rule. Reasoning 
in fuzzy logic is the most important matter which gives 1 for the true value and 0 for a false value. And 
imprecision for partial values. All these fuzzy actions grouped together to form a system output. 

For instance, let’s take an example: 

 Is Saturday a weekend day? the fuzzy answer is 1, true. 

 Is Sunday a weekday? the fuzzy answer is 0.9. 

Firstly, the set of input data is grouped and transformed into a fuzzy set using membership functions and 
linguistic terms. This process is termed as Fuzzification. Based on the set of rules organized an inference 
is made. Lastly, during the defuzzification step, the yielded fuzzy output is mapped to crisp output with 
the help of membership functions. 
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FREQUENT ITEMSET AND CLUSTERING 

Mining frequent itemset 

Frequent itemset mining leads to the discovery of associations and correlations among items in 
large transactional or relational data sets. With massive amounts of data continuously being collected and 
stored, many industries are becoming interested in mining such patterns from their databases. 

A typical example of frequent itemset mining is market basket analysis. This process analyses customer 
buying habits by finding associations between the different items that customers place in their “shopping 
baskets”. The discovery of these associations can help retailers develop marketing strategies by gaining 
insight into which items are frequently purchased together by customers. For instance, if customers are 
buying milk, how likely are they to also buy bread (and what kind of bread) on the same trip to the 
supermarket? This information can lead to increased sales by helping retailers do selective marketing and 
plan their shelf space. 

 

Market Basket Model 

In today’s world, the goal of any organization is to increase revenue. Can this be done by pitching just 
one product at a time to the customer? The answer is a clear no. Hence, organizations began mining data 
related to frequently bought items. 

 

Market Basket Analysis is one of the key techniques used by large retailers to uncover associations 
between items. They try to find out associations between different items and products that can be sold 
together, which gives assisting in right product placement. Typically, it figures out what products are 
being bought together and organizations can place products in a similar manner. Let’s understand this 
better with an example: 

People who buy Bread usually buy Butter too. The Marketing teams at retail stores should target customers 
who buy bread and butter and provide an offer to them so that they buy the third item, like eggs. 

 



 

 

So, if customers buy bread and butter and see a discount or an offer on eggs, they will be encouraged to 
spend more and buy the eggs. This is what market basket analysis is all about. 

This is just a small example. So, if you take 10000 items data of your Supermart to a Data Scientist, Just, 
imagine the number of insights you can get. And that is why Association Rule mining is so important. 

 

Apriori Algorithm 

Apriori algorithm uses frequent itemsets to generate association rules. It is based on the concept that a 
subset of a frequent itemset must also be a frequent itemset. Frequent Itemset is an itemset whose support 
value is greater than a threshold value(support). 

Let’s say we have the following data of a store. 

 

  

Iteration 1: Let’s assume the support value is 2 and create the item sets of the size of 1 and calculate their 
support values. 

 

As you can see here, item 4 has a support value of 1 which is less than the min support value. So we are 
going to discard {4} in the upcoming iterations. We have the final Table F1. 

 

  



 

 

Iteration 2: Next we will create itemsets of size 2 and calculate their support values. All the combinations 
of items set in F1 are used in this iteration. 

 

  

Itemsets having Support less than 2 are eliminated again. In this case {1,2}. Now, Let’s understand what 
is pruning and how it makes Apriori one of the best algorithm for finding frequent itemsets. 

  

Pruning: We are going to divide the itemsets in C3 into subsets and eliminate the subsets that are having 
a support value less than 2. 

 

  

Iteration 3: We will discard {1,2,3} and {1,2,5} as they both contain {1,2}. This is the main highlight of 
the Apriori Algorithm. 

 

  

Iteration 4: Using sets of F3 we will create C4. 

 



 

 

  

Since the Support of this itemset is less than 2, we will stop here and the final itemset we will have is F3. 
Note: Till now we haven’t calculated the confidence values yet. 

With F3 we get the following itemsets: 

For I = {1,3,5}, subsets are {1,3}, {1,5}, {3,5}, {1}, {3}, {5} 
For I = {2,3,5}, subsets are {2,3}, {2,5}, {3,5}, {2}, {3}, {5} 

  

Applying Rules:  We will create rules and apply them on itemset F3. Now let’s assume a minimum 
confidence value is 60%. 

For every subsets S of I, you output the rule 

 S –> (I-S) (means S recommends I-S) 

 if support(I) / support(S) >= min_conf value 

  

{1,3,5} 

Rule 1: {1,3} –> ({1,3,5} – {1,3}) means 1 & 3 –> 5 

Confidence = support(1,3,5)/support(1,3) = 2/3 = 66.66% > 60% 

Hence Rule 1 is Selected 

  

Rule 2: {1,5} –> ({1,3,5} – {1,5}) means 1 & 5 –> 3 

Confidence = support(1,3,5)/support(1,5) = 2/2 = 100% > 60% 

Rule 2 is Selected 

  

Rule 3: {3,5} –> ({1,3,5} – {3,5}) means 3 & 5 –> 1 

Confidence = support(1,3,5)/support(3,5) = 2/3 = 66.66% > 60% 

Rule 3 is Selected 

  

Rule 4: {1} –> ({1,3,5} – {1}) means 1 –> 3 & 5 

Confidence = support(1,3,5)/support(1) = 2/3 = 66.66% > 60% 

Rule 4 is Selected 

  



 

 

Rule 5: {3} –> ({1,3,5} – {3}) means 3 –> 1 & 5 

Confidence = support(1,3,5)/support(3) = 2/4 = 50% <60% 

Rule 5 is Rejected 

  

Rule 6: {5} –> ({1,3,5} – {5}) means 5 –> 1 & 3 

Confidence = support(1,3,5)/support(5) = 2/4 = 50% < 60% 

Rule 6 is Rejected 

 

Clustering Techniques 

Clustering is a Machine Learning technique that involves the grouping of data points. Given a set of data 
points, we can use a clustering algorithm to classify each data point into a specific group. In theory, data 
points that are in the same group should have similar properties and/or features, while data points in 
different groups should have highly dissimilar properties and/or features. Clustering is a method of 
unsupervised learning and is a common technique for statistical data analysis used in many fields. 

K-Means Clustering 

The simplest clustering algorithm is k-means, which is a centroid-based model. Shown in the images 
below is a demonstration of the algorithm. 

 

We start out with k initial “means” (in this case, k = 3), which are randomly generated within the data 
domain (shown in colour). k clusters are then created by associating every observation with the nearest 
mean. The partitions here represent the Voronoi diagram generated by the means. The centroid of each of 
the k clusters becomes the new mean. Steps 2 and 3 are repeated until convergence has been reached. 

Hierarchical Clustering 

Hierarchical clustering, as the name suggests is an algorithm that builds hierarchy of clusters. This 
algorithm starts with all the data points assigned to a cluster of their own. Then two nearest clusters are 
merged into the same cluster. In the end, this algorithm terminates when there is only a single cluster left. 

The results of hierarchical clustering can be shown using dendrogram. The dendrogram can be interpreted 
as: 



 

 

 

 

At the bottom, we start with 25 data points, each assigned to separate clusters. Two closest clusters are 
then merged till we have just one cluster at the top. The height in the dendrogram at which two clusters 
are merged represents the distance between two clusters in the data space. 

Difference between K Means and Hierarchical clustering 

 Hierarchical clustering can’t handle big data well but K Means clustering can. This is because the 
time complexity of K Means is linear i.e. O(n) while that of hierarchical clustering is quadratic i.e. 
O(n2). 

 In K Means clustering, since we start with random choice of clusters, the results produced by 
running the algorithm multiple times might differ. While results are reproducible in Hierarchical 
clustering. 

 K Means is found to work well when the shape of the clusters is hyper spherical (like circle in 2D, 
sphere in 3D). 

 K Means clustering requires prior knowledge of K i.e. no. of clusters you want to divide your data 
into. But you can stop at whatever number of clusters you find appropriate in hierarchical 
clustering by interpreting the dendrogram. 

 

  



 

 

 

 

 

UNIT-III 

  



 

 

MINING DATA STREAMS 

Imagine a factory with 500 sensors capturing 10 KB of information every second, in one hour is captured 
nearby 36 GB of information and 432 GB daily. This massive information needs to be analysed in real 
time (or in the shortest time possible) to detect irregularities or deviations in the system and quickly react. 
Stream Mining enables to analyse large amounts of data in real-time. 

Data Stream Mining is the process of extracting knowledge from continuous rapid data records which 
comes to the system in a stream. A Data Stream is an ordered sequence of instances in time. 

Introduction to stream concepts 

Stream Processing is a Big data technology. It is used to query continuous data stream and detect 
conditions, quickly, within a small time period from the time of receiving the data. The detection time 
period varies from few milliseconds to minutes. For example, with stream processing, you can receive an 
alert when the temperature has reached the freezing point, querying data streams coming from a 
temperature sensor. 

 

Stream Data Model and Architecture 

Streaming data refers to data that is continuously generated. Typically, in high volumes and at high 
velocity. A streaming data source would typically consist of a stream of logs that record events as they 
happen - such as a user clicking on a link in a webpage, or a sensor reporting the current temperature. 

A streaming data architecture is a framework of software components built to ingest and process large 
volumes of streaming data from multiple sources. While traditional data solutions focused on writing and 
reading data in batches, a streaming data architecture consumes data immediately as it is generated, 
persists it to storage, and may perform real-time processing, data manipulation and analytics. 

Streaming architectures need to be able to account for the unique characteristics of data streams, which 
tend to generate massive amounts of data (terabytes to petabytes) that it is at best semi-structured and 
requires significant pre-processing and ETL to become useful. 

The fundamental components of a streaming data architecture are: 

Data Source – Producer 

The most essential requirement of stream processing is one or more sources of data, also known as 
producers. Producers are applications that communicate with the entities that generate the data and 
transmit it to the streaming message broker. 

Many web and cloud-based applications have the capability to act as producers, communicating directly 
with the message broker.  

Message Broker 

The message broker receives data from the producer and converts it into a standard message format and 
then publishes the messages in a continuous stream called topics. The message broker can also store data 



 

 

for a specified period. Apache Kafka and Amazon Kinesis Data Streams are two of the most commonly 
used message brokers for data streaming. 

Stream Processor 

The Stream Processor receives data streams from one or more message brokers and applies user-defined 
queries to the data to prepare it for consumption and analysis. For example, a producer might generate log 
data in a raw unstructured format that is not ideal for consumption and analysis. The message broker can 
pass this data to a stream processor, which can perform various operations on the data such as extracting 
the desired information elements and structuring it into a consumable format. Apache Storm and Spark 
Streaming are two of the most commonly used stream processors. 

Consumer Application 

After the stream processor has prepared the data it can be streamed to one or more consumer applications. 
Consumer applications may be automated decision engines that are programmed to take various actions 
or raise alerts when they identify specific conditions in the data. More commonly, streaming data is 
consumed by a data analytics engine or application, such as Amazon Kinesis Data Analytics, that allow 
users to query and analyze the data in real time. 

 

Stream Computing 

Stream computing can be applied on high velocity flows of data from real time sources such as market 
data, internet of things (IoT), Mobile, Sensors, Click Stream and even transactions. Stream computing 
enables organizations to analyse and act upon rapidly changing data in real time, enhance existing models 
with new insights, capture analyse and act on insight before opportunities are lost forever, and to move 
from batch processing to real time analytical decisions. Stream computing capability makes possible 
advances in any industry wrestling with the challenge of processing the flood of data created every day. 
Health care, telecommunication, utility companies, municipal transits, national security and many more 
industries can utilize stream computing. Stream computing system provides a window into today’s data, 
where before we only had access to yesterday data. Typical use cases of stream computing for energy 
industry and utility companies are distribution load forecasting and scheduling, create targeted customer 
offerings, condition-based maintenance, enable customer energy management and smart meter analytics. 

 

Sampling Data in a Stream 

Stream sampling is the process of collecting a representative sample of the elements of a data stream. The 
sample is usually much smaller than the entire stream but can be designed to retain many important 
characteristics of the stream and can be used to estimate many important aggregates on the stream. Unlike 
sampling from a stored data set, stream sampling must be performed online, when the data arrives. Any 
element that is not stored within the sample is lost forever and cannot be retrieved. 

Filtering Streams 

We want to accept those tuples in the stream that meet a criterion. Accepted tuples are passed to another 
process as a stream, while other tuples are dropped. If the selection criterion is a property of the tuple that 



 

 

can be calculated (e.g., the first component is less than 10), then the selection is easy to do. The problem 
becomes harder when the criterion involves lookup for membership in a set. It is especially hard, when 
that set is too large to store in main memory. 

Let us start with a running example that illustrates the problem and what we can do about it. Suppose we 
have a set S of one billion allowed email addresses – those that we will allow through because we believe 
them not to be spam. The stream consists of pairs: an email address and the email itself. Since the typical 
email address is 20 bytes or more, it is not reasonable to store S in main memory. Thus, we can either use 
disk accesses to determine whether or not to let through any given stream element, or we can devise a 
method that requires no more main memory than we have available, and yet will filter most of the 
undesired stream elements. 

The Bloom Filter 

The purpose of the Bloom filter is to allow through all stream elements whose keys are in S, while rejecting 
most of the stream elements whose keys are not in S. To initialize the bit array, begin with all bits 0. Take 
each key value in S and hash it using each of the k hash functions. Set to 1 each bit that is hi(K) for some 
hash function hi and some key value K in S. 

Analysis of Bloom Filtering 

If a key value is in S, then the element will surely pass through the Bloom filter. However, if the key value 
is not in S, it might still pass. We need to understand how to calculate the probability of a false positive, 
as a function of n, the bit-array length, m the number of members of S, and k, the number of hash functions. 

 

Counting Distinct Elements in a Stream 

Sampling and filtering – it is somewhat tricky to do what we want in a reasonable amount of main memory, 
so we use a variety of hashing and a randomized algorithm to get approximately what we want with little 
space needed per stream. 

The Count-Distinct Problem 

Suppose stream elements are chosen from some universal set. We would like to know how many different 
elements have appeared in the stream, counting either from the beginning of the stream or from some 
known time in the past. 

Consider a Web site gathering statistics on how many unique users it has seen in each given month. The 
universal set is the set of logins for that site, and a stream element is generated each time someone logs 
in. This measure is appropriate for a site like Amazon, where the typical user logs in with their unique 
login name. 

A similar problem is a Web site like Google that does not require login to issue a search query and may 
be able to identify users only by the IP address from which they send the query. There are about 4 billion 
IP addresses, 2 sequences of four 8-bit bytes will serve as the universal set in this case. 

The obvious way to solve the problem is to keep in main memory a list of all the elements seen so far in 
the stream. Keep them in an efficient search structure such as a hash table or search tree, so one can 
quickly add new elements and check whether or not the element that just arrived on the stream was already 



 

 

seen. As long as the number of distinct elements is not too great, this structure can fit in main memory 
and there is little problem obtaining an exact answer to the question how many distinct elements appear 
in the stream. 

Combining Estimates 

Unfortunately, there is a trap regarding the strategy for combining the estimates of m, the number of 
distinct elements, that we obtain by using many different hash functions. Our first assumption would be 
that if we take the average of the values 2R that we get from each hash function, we shall get a value that 
approaches the true m, the more hash functions we use. However, that is not the case, and the reason has 
to do with the influence an overestimate has on the average. 

 

Counting Ones in a Window 

We now turn our attention to counting problems for streams. Suppose we have a window of length N on 
a binary stream. We want at all times to be able to answer queries of the form “how many 1’s are there in 
the last k bits?” for any k ≤ N. 

To begin, suppose we want to be able to count exactly the number of 1’s in the last k bits for any k ≤ N. 
Then we claim it is necessary to store all N bits of the window, as any representation that used fewer than 
N bits could not work. In proof, suppose we have a representation that uses fewer than N bits to represent 
the N bits in the window. Since there are 2N sequences of N bits, but fewer than 2N representations, there 
must be two different bit strings w and x that have the same representation. Since w 6= x, they must differ 
in at least one bit. 

 

Decaying Windows 

Decaying windows are useful in applications which need identification of most common elements. The 
use of the decaying window concept is when more weight assigns to recent elements. 

The technique computes a smooth aggregation of all the 1’s ever seen in the stream, with decaying 
weights. When it further appears in the stream, less weight is given. 

The effect of exponentially decaying weight is to spread out the weights of the stream elements as far 
back in time as the stream flows. 

 

Real Time Analytics Platform (RTAP) 

A real-time analytics platform enables organizations to make the most out of real-time data by helping 
them to extract the valuable information and trends from it. Such platforms help in measuring data from 
the business point of view in real time, further making the best use of data. 

An ideal real-time analytics platform would help in analysing the data, correlating it and predicting the 
outcomes on a real-time basis. The real-time analytics platform helps organizations in tracking things in 



 

 

real time, thus helping them in the decision-making process. The platforms connect the data sources for 
better analytics and visualization. 

Applications 

Data Visualization: Set of historical datasets can be placed into a single screen in order to represent an 
overall point but on the other hand, streaming data can be visualized in such a way that it updates in real 
time in order to display what is occurring in each and every single second. 

Business Insights: When it’s about business, real-time analytics can be used for receiving alerts on the 
basis of certain and predefined parameters. For example, if any store there is a drop-in sales, then an alert 
can be triggered to tell management about the serious problem. 

 
Increase competitiveness: Real-time analytics helps the companies to surpass competitors who are still 
based on batch processing analysis. 

Security: Take an example of fraud detection, fraud can be detected immediately whenever it happens 
and a proper safety precaution can be taken in order to limit the damage. 

 

Real-time Sentiment Analysis 

The growth of social media usage changed the world of marketing. Delivering content had never been so 
easy as it is nowadays. Any information can spread across the World in less than seconds and it is 
important to recognize what’s going on with your product or brand as fast as possible. It is especially 
crucial when something goes wrong, or when you want to check how people perceive the things you do. 
That’s why we believe, having a continuous and fully automatic monitoring of social media is a must have 
for all the businesses, and the sentiment is one of the most important factors to keep an eye on. 

Sentiment analysis is a well-known Natural Language Processing problem whos goal is to determine 
whether a particular text is positive, negative or neutral. It can be thought as a simpler variant of emotion 
recognition, which the author felt while writing. The variety of emotions is richer what makes this issue 
harder to solve, but for our purpose’s sentiment is just enough. 

 
Twitter was our first choice, when we thought about the media to be monitored, as it is commonly used 
and gives an opportunity to automatically retrieve the messages which include given phrase or hashtag. It 
is also a tool which people use to inform the others about things happening right now. It looks like 
designed for real-time analytics then. 

 

Stock Market Predictions 

Stock market prediction is the act of trying to determine the future value of a company stock or 
other financial instrument traded on an exchange. The successful prediction of a stock's future price could 
yield significant profit. The efficient-market hypothesis suggests that stock prices reflect all currently 
available information and any price changes that are not based on newly revealed information thus are 



 

 

inherently unpredictable. Others disagree and those with this viewpoint possess myriad methods and 
technologies which purportedly allow them to gain future price information. 
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FRAMEWORK, TECHNOLOGIES, TOOLS AND VISUALIZATION 

MapReduce 

MapReduce is a framework with programs can be written to process huge volumes of data, in parallel, on 
large clusters of commodity hardware in a reliable manner. It involves two important tasks i.e. Map & 
Reduce. Map takes a set of data and converts it into another set of data, where individual elements are 
broken down into key/value pairs i.e. tuples. Reduced task takes the output from a map as an input and 
combines those data tuples into a smaller set of tuples. The reduce task is always performed after the map 
job.

 

 

Hadoop 

Hadoop is an open-source software framework used for storing and processing Big Data in a distributed 
manner on large clusters of commodity hardware. Hadoop is licensed under the Apache v2 license. 
Hadoop was developed, based on the paper written by Google on MapReduce system and it applies 
concepts of functional programming. Hadoop is written in the Java programming language and ranks 
among the highest-level Apache projects. 

Let’s understand how Hadoop provides solution to the Big Data problems. 

The first problem is storing huge amount of data 

Suppose you have 512MB of data and you have configured HDFS (Hadoop Distributed File System) 
such that it will create 128 MB of data blocks. Now, HDFS will divide data into 4 blocks as 512/128=4 
and stores it across different DataNodes. While storing these data blocks into DataNodes, data blocks are 
replicated on different DataNodes to provide fault tolerance. 

Hadoop follows horizontal scaling instead of vertical scaling. In horizontal scaling, you can add new 
nodes to HDFS cluster on the run as per requirement, instead of increasing the hardware stack present in 
each node.  

Next problem was storing the variety of data 



 

 

In HDFS you can store all kinds of data whether it is structured, semi-structured or unstructured. In HDFS, 
there is no pre-dumping schema validation. It also follows write once and read many models. Due to this, 
you can just write any kind of data once and you can read it multiple times for finding insights. 

Next challenge was about processing the data faster 

In order to solve this, we move processing unit to data instead of moving data to processing unit. So, what 
does it mean by moving the computation unit to data? It means that instead of moving data from different 
nodes to a single master node for processing, the processing logic is sent to the nodes where data is stored 
so as that each node can process a part of data in parallel. Finally, all of the intermediary output produced 
by each node is merged together and the final response is sent back to the client. 

 

Hive 

Hive is a data warehouse infrastructure tool to process structured data in Hadoop. It resides on top of 
Hadoop to summarize Big Data, and makes querying and analysing easy. 

Initially Hive was developed by Facebook, later the Apache Software Foundation took it up and developed 
it further as an open source under the name Apache Hive. It is used by different companies. For example, 
Amazon uses it in Amazon Elastic MapReduce. 

Characteristics of Hive 

 In Hive, tables and databases are created first and then data is loaded into these tables. 

 While dealing with structured data, Map Reduce doesn't have optimization and usability features 
like UDFs but Hive framework does. 

 Hadoop's programming works on flat files. So, Hive can use directory structures to "partition" data 
to improve performance on certain queries. 

 A new and important component of Hive i.e. Metastore used for storing schema information. This 
Metastore typically resides in a relational database. 

 

MapR 

MapR was a business software company headquartered in Santa Clara, California. MapR software 
provides access to a variety of data sources from a single computer cluster, including big data workloads 
such as Apache Hadoop and Apache Spark, a distributed file system, a multi-model database management 
system, and event stream processing, combining analytics in real-time with operational applications. Its 
technology runs on both commodity hardware and public cloud computing services. In August 2019, 
following financial difficulties, the technology and intellectual property of the company were sold 
to Hewlett Packard Enterprise 

  

Sharding 



 

 

Sharding is a type of database partitioning that separates very large databases into the smaller, faster, more 
easily managed parts called data shards. The word shard means a small part of a whole. The idea is to 
distribute data that can’t fit on a single node onto a cluster of database node. Sharding is also referred 
as horizontal partitioning. 

It can be helpful to think of horizontal partitioning in terms of how it relates to vertical partitioning. In a 
vertically partitioned table, entire columns are separated out and put into new, distinct tables. The data 
held within one vertical partition is independent from the data in all the others, and each hold both distinct 
rows and columns. The following diagram illustrates how a table could be partitioned both horizontally 
and vertically: 

 

Sharding involves breaking up one’s data into two or more smaller chunks, called logical shards. The 
logical shards are then distributed across separate database nodes, referred to as physical shards, which 
can hold multiple logical shards. Despite this, the data held within all the shards collectively represent an 
entire logical dataset. 

 

NoSQL (Not Only SQL) 

NoSQL database is used for distributed data stores with humongous data storage needs. NoSQL is used 
for Big data and real-time web apps. For example, companies like Twitter, Facebook, Google that collect 
terabytes of user data every single day. 



 

 

The concept of NoSQL databases became popular with Internet giants like Google, Facebook, Amazon, 
etc. who deal with huge volumes of data. The system response time becomes slow when you use RDBMS 
for massive volumes of data. 

To resolve this problem, we could "scale up" our systems by upgrading our existing hardware. This 
process is expensive. 

The alternative for this issue is to distribute database load on multiple hosts whenever the load increases. 
This method is known as "scaling out." 

NoSQL database is non-relational, so it scales out better than relational databases as they are designed 
with web applications in mind. 

 

S3 

Nowadays companies want to collect, store, and analyse their data which is large in amount. Moreover, 
they want to provide the security to them. The large storage problems bring complexities to the companies 
and slow down their innovation. AWS S3 stores the data in the large amount and provides scalability, 
durability, and security Amazon S3 works with the business process and it allows anyone to securely run 
queries of the data without moving it to the separate analytics platform. 

(Amazon) S3 is a simple data storage service. It is designed to make web-scale computing easier for 
developers. It is synonymous to Google Drive. It’s a simple web service which can be used to store and 
retrieve any amount of data anywhere from the web. It gives any developer access to the same highly 
scalable, reliable, fast, inexpensive data storage infrastructure and adopts the ‘Pay-as-you-go’ model. Any 
file can be uploaded in the S3 which means that any static content can be shared. 

 

Hadoop Distributed File System (HDFS) 

Hadoop Distributed File System is a block-structured file system where each file is divided into blocks of 
a pre-determined size. These blocks are stored across a cluster of one or several machines. Apache Hadoop 
HDFS Architecture follows a Master/Slave Architecture, where a cluster comprises of a single NameNode 
(Master node) and all the other nodes are DataNodes (Slave nodes). HDFS can be deployed on a broad 
spectrum of machines that support Java. Though one can run several DataNodes on a single machine, but 
in the practical world, these DataNodes are spread across various machines. 

NameNode is the master node in the Apache Hadoop HDFS Architecture that maintains and manages the 
blocks present on the DataNodes (slave nodes). NameNode is a very highly available server that manages 
the File System Namespace and controls access to files by clients. 

DataNodes are the slave nodes in HDFS. Unlike NameNode, DataNode is a commodity hardware, that 
is, a non-expensive system which is not of high quality or high availability. The DataNode is a block 
server that stores the data in the local file ext3 or ext4. 

 



 

 

 

 

 

Visualization 

Normally when businesses need to present relationships among data, they use graphs, bars and charts to 
do it. They can also make use of a variety of colours, terms and symbols. The main problem with this 
setup, however, is that it doesn't do a good job of presenting very large data or data that includes huge 
numbers. Data visualization uses more interactive, graphical illustrations - including personalization and 
animation to display figures and establish connections among pieces of information. 

Big Data visualization involves the presentation of data of almost any type in a graphical format that 
makes it easy to understand and interpret. But it goes far beyond typical corporate graphs, histograms and 
pie charts to more complex representations like heat maps and fever charts, enabling decision makers to 
explore data sets to identify correlations or unexpected patterns. 

 

Systems and Analytics Applications 

Social Media Analytics 

The advent of social media has led to an outburst of big data. Various solutions have been built in order 
to analyse social media activity like IBM’s Cognos Consumer Insights, a point solution running on IBM’s 
Big Insights Big Data platform, can make sense of the chatter. Social media can provide valuable real-
time insights into how the market is responding to products and campaigns. With the help of these insights, 
the companies can adjust their pricing, promotion, and campaign placements accordingly. Before utilizing 
the big data there needs to be some pre-processing to be done on the big data in order to derive some 
intelligent and valuable results. Thus, to know the consumer mindset the application of intelligent 
decisions derived from big data is necessary. 

Technology 



 

 

The technological applications of big data comprise of the following companies which deal with huge 
amounts of data every day and put them to use for business decisions as well. For example, eBay.com 
uses two data warehouses at 7.5 petabytes and 40PB as well as a 40PB Hadoop cluster for search, 
consumer recommendations, and merchandising. Inside eBay‟s 90PB data warehouse. Amazon.com 
handles millions of back-end operations every day, as well as queries from more than half a million third-
party sellers. 

Fraud detection 

For businesses whose operations involve any type of claims or transaction processing, fraud detection is 
one of the most compelling Big Data application examples. Historically, fraud detection on the fly has 
proven an elusive goal. In most cases, fraud is discovered long after the fact, at which point the damage 
has been done and all that’s left is to minimize the harm and adjust policies to prevent it from happening 
again. 

Banking 

The use of customer data invariably raises privacy issues. By uncovering hidden connections between 
seemingly unrelated pieces of data, big data analytics could potentially reveal sensitive personal 
information. Research indicates that 62% of bankers are cautious in their use of big data due to privacy 
issues. Further, outsourcing of data analysis activities or distribution of customer data across departments 
for the generation of richer insights also amplifies security risks. Such as customers’ earnings, savings, 
mortgages, and insurance policies ended up in the wrong hands. 

Government 

Big data analytics has proven to be very useful in the government sector. Big data analysis played a large 
role in Barack Obama’s successful 2012 re-election campaign. Also, most recently, Big data analysis was 
majorly responsible for the BJP and its allies to win a highly successful Indian General Election 2014. 
The Indian Government utilizes numerous techniques to ascertain how the Indian electorate is responding 
to government action, as well as ideas for policy augmentation. 

 

Industry Challenges and Applications of Analytics 

1. Banking and Securities 

Industry-specific Big Data Challenges 

A study of 16 projects in 10 top investment and retail banks shows that the challenges in this industry 
include: securities fraud early warning, tick analytics, card fraud detection, archival of audit trails, 
enterprise credit risk reporting, trade visibility, customer data transformation, social analytics for trading, 
IT operations analytics, and IT policy compliance analytics, among others. 

Applications of Big Data in the Banking and Securities Industry 

The Securities Exchange Commission (SEC) is using big data to monitor financial market activity. They 
are currently using network analytics and natural language processors to catch illegal trading activity in 
the financial markets. 



 

 

2. Communications, Media and Entertainment 

Industry-specific Big Data Challenges 

Since consumers expect rich media on-demand in different formats and a variety of devices, some big 
data challenges in the communications, media, and entertainment industry include: 

 Collecting, analyzing, and utilizing consumer insights 

 Leveraging mobile and social media content 

 Understanding patterns of real-time, media content usage 

Applications of Big Data in the Communications, Media and Entertainment Industry 

Organizations in this industry simultaneously analyze customer data along with behavioural data to create 
detailed customer profiles that can be used to: 

 Create content for different target audiences 

 Recommend content on demand 

 Measure content performance 

3. Healthcare Providers 

Industry-specific Big Data Challenges 

The healthcare sector has access to huge amounts of data but has been plagued by failures in utilizing 
the data to curb the cost of rising healthcare and by inefficient systems that stifle faster and better 
healthcare benefits across the board. 

Applications of Big Data in the Healthcare Sector 

Some hospitals, like Beth Israel, are using data collected from a cell phone app, from millions of patients, 
to allow doctors to use evidence-based medicine as opposed to administering several medical/lab tests to 
all patients who go to the hospital. A battery of tests can be efficient, but it can also be expensive and 
usually ineffective. 

4. Education 

Industry-specific Big Data Challenges 

From a technical point of view, a significant challenge in the education industry is to incorporate big data 
from different sources and vendors and to utilize it on platforms that were not designed for the varying 
data. 

Applications of Big Data in Education 



 

 

Big data is used quite significantly in higher education. For example, The University of Tasmania. An 
Australian university with over 26000 students has deployed a Learning and Management System that 
tracks, among other things, when a student logs onto the system, how much time is spent on different 
pages in the system, as well as the overall progress of a student over time. 

5. Manufacturing and Natural Resources 

Industry-specific Big Data Challenges 

Increasing demand for natural resources, including oil, agricultural products, minerals, gas, metals, and 
so on, has led to an increase in the volume, complexity, and velocity of data that is a challenge to handle. 

Applications of Big Data in Manufacturing and Natural Resources 

In the natural resources industry, big data allows for predictive modelling to support decision making that 
has been utilized for ingesting and integrating large amounts of data from geospatial data, graphical data, 
text, and temporal data. Areas of interest where this has been used include; seismic interpretation and 
reservoir characterization. 

 


